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Homology-Preserving Dimensionality Reduction via
Adaptive Mapper and Landmark Isomap

Shakiba Khourashahi, Ilia Jahanshahi, Bei Wang, Lin Yan

Abstract—As data becomes increasingly central across engi-
neering and scientific disciplines, effective visualization is es-
sential for interpreting complex, high-dimensional structures.
Dimensionality reduction techniques project high-dimensional
data into lower dimensions while aiming to preserve structural
properties such as pairwise distances and local neighborhoods.
In this paper, we focus on improving homological preservation,
that is, the retention of topological features such as connected
components and loops, which is critical for maintaining global
shape and continuity. We first introduce AdaMapper, a Mapper-
based algorithm that leverages persistence diagrams to guide
both skeleton construction and landmark selection. AdaMapper
incorporates an adaptive refinement strategy that automatically
increases cover resolution in regions exhibiting topological loops.
We then propose AdaHIsomap, which extends landmark Isomap
by incorporating homology-informed landmark selection and
augmenting it with random anchor points to better balance dis-
tance and homology preservation. We evaluate both methods on
a diverse set of datasets, including high-dimensional point clouds,
scientific simulations, networks, and image data, and benchmark
their performance against state-of-the-art approaches.

Index Terms—Dimensionality reduction, Mapper, topology-
based visualization, high-dimensional data visualization.

I. INTRODUCTION

High-dimensional datasets are increasingly common across
domains such as economics [1], biology [2], physics [3], and
chemistry [4]. Visualization provides a critical means to un-
cover and interpret patterns in such data, with dimensionality
reduction (DR) being one of the most widely used approaches.

DR techniques can be broadly grouped into linear and
nonlinear methods. Linear methods such as principal compo-
nent analysis (PCA) [5], multidimensional scaling (MDS) [6],
and Fisher’s linear discriminant (FLD) [7] are valued for
their simplicity and employ global linear projections. Non-
linear techniques, often associated with manifold learning,
capture more complex structures through either metric-based
graph constructions (e.g., Isomap [8], locally linear embedding
(LLE) [9], Laplacian eigenmaps [10]) or nonmetric optimiza-
tions that preserve dissimilarity rankings [11]. Beyond this
distinction, methods are also categorized by the structural
properties they preserve. While distance preservation ensures
geometric fidelity (e.g., PCA [5], MDS [6]), topology preser-
vation emphasizes neighborhood relations (e.g., Isomap [8],
LLE [9]). In this paper, we focus on a specific aspect of topo-
logical preservation—homology preservation—which seeks to
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preserve 0-dimensional (0D, connected components) and 1-
dimensional (1D, loop) features.

Homology-preserving DR is particularly valuable for
datasets exhibiting nontrivial topological structure. Persistent
homology has been applied across a wide range of domains to
analyze high-dimensional point clouds, including biology [12]
and astronomy [13]. For instance, it has been used to identify
statistically significant cosmic voids by modeling galaxies as
point clouds [14]. In image analysis, Carlsson et al. [15]
and Xia et al. [16] showed that subspaces of natural image
patches can exhibit circular structures or even be topologically
equivalent to a Klein bottle, depending on patch size. In scien-
tific simulations, topological descriptors such as merge trees
and Morse complexes have been used to uncover structural
patterns, including clusters, outliers, and periodic behavior. For
example, Yan et al. [17] characterized periodicity in a vortex
street dataset by analyzing merging and splitting behavior via
merge trees, while Lan et al. [18] employed 1-dimensional
topological skeletons derived from Morse complexes to study
algorithmic uncertainties in atmospheric river detection. A
recent survey [19] provides a broader overview of the inte-
gration of homological features into scientific visualization.
In complex network science, persistent homology also serves
as a fundamental tool for abstraction and summarization, with
applications spanning biological and social networks; see [20]
for a comprehensive survey.

Compared with other topology-preserving methods, t-SNE
and UMAP have limited control over global structure. The KL
(Kullback–Leibler) objective in t-SNE ignores large-distance
relationships—points that are far apart in the original space
can be placed close together without significant penalty [21].
UMAP [22], in contrast, optimizes edge-level similarities of a
fuzzy k-nearest neighbor (kNN) graph; however, it does not
explicitly preserve end-to-end geodesic distances, and long-
range relationships are only indirectly constrained. As a result,
both methods may introduce topological artifacts, such as
merging or tearing, depending on hyperparameter choices.

In contrast, HIsomap, the manifold-landmarking approach
of Yan et al. [23], promotes homology preservation by com-
bining landmark Isomap (L-Isomap) with homology-informed
landmark selection. Specifically, it selects landmarks from
nodes in the Mapper graph, thereby reducing computational
complexity while improving the quality and stability of the
resulting embedding.

Despite these advantages, HIsomap has two key limitations:
(1) sensitivity to parameter choices (its performance depends
on five parameters), which can hinder its practical adoption
in scientific data analysis, and (2) a globally fixed Mapper
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resolution that assumes uniform topological complexity along
the filter function, often leading to oversampling in non-critical
regions and undersampling in regions containing loops. To
address these limitations, we propose an adaptive landmarking
strategy that extends manifold-landmarking-based DR to more
robustly preserve 0D and 1D homological features. Our goal
is to provide a general framework for more accurate and
insightful data visualization. Our contributions are as follows:

� AdaMapper: A Mapper-based skeletonization method that
derives locally adaptive cover resolutions directly from the
1D persistence diagram, refining loop-critical regions while
coarsening non-critical ones. This approach overcomes the
limitations of globally fixed Mapper resolutions without
extensive manual tuning.

� AdaHIsomap: Building on AdaMapper, we propose AdaHI-
somap, which integrates persistence-guided adaptive land-
mark selection with stochastic anchor points to balance 0D
and 1D homology preservation. The result is a topology-
aware pipeline that leverages homological information to
guide intermediate representations for DR.

� A systematic evaluation across diverse datasets—including
high-dimensional point clouds, scientific simulations, net-
works, and images—demonstrating the behavior of the
proposed pipeline under default settings and its competitive
performance relative to state-of-the-art DR methods.

Our algorithms and datasets is released open source under
the MIT license on GitHub (https://github.com/VisTALELab/
AdaHIsomap.git).

II. RELATED WORK

We review related work in two areas most relevant to our
contributions: topology-aware skeletonization methods based
on Mapper and structure-preserving DR techniques.
Mapper-based data skeletonization. The Mapper construc-
tion [24] captures the topological structure of a high-
dimensional point cloud and summarizes it as a 1D skeleton
graph. It has been widely adopted in topological data analysis
and visualization, with applications spanning finance [25] and
medical imaging [26], [27].

A central challenge of Mapper is its sensitivity to the choice
of filter function, cover parameters, and clustering parameters.
These user-specified parameters can significantly influence
the resulting graph, complicating both interpretation and re-
producibility. Motivated by its broad applicability, numerous
variants have been proposed to improve robustness and extend
Mapper to new domains [28]–[32].

Soft Mapper [28] addresses sensitivity to the filter function
by introducing an optimization framework that selects filters
automatically based on topological criteria. Other approaches
focus on cover parameter selection. For example, multi-pass
AIC/BIC [29], inspired by the X-means algorithm [33] (an
extension of K-means [34]), constructs adaptive covers using
information-theoretic model selection. F-Mapper [30] employs
fuzzy C-means clustering [35] to allow overlapping clusters.
More recently, Alvarado et al. proposed G-Mapper [31], which
leverages G-means clustering with Gaussian mixture models

(GMMs) and iterative splitting to eliminate the need for a pri-
ori interval counts, adapting cover elements to the underlying
data distribution. Scoccola et al. [32] further advanced this
direction by introducing a general cover-learning framework
that adapts automatically to data-driven topological features.

These methods substantially improve the usability and
stability of Mapper by automating filter or cover selection.
However, they do not explicitly leverage persistent homology
to control cover resolution locally along the filter function.

Compared with prior Mapper variants, AdaMapper (detailed
in Sec. IV) derives key cover parameters directly from proper-
ties of 1D persistent homology, reducing reliance on user ex-
pertise while still allowing optional user control. Specifically,
it introduces a locally adaptive cover that increases resolution
in regions exhibiting 1D loops while avoiding unnecessary
refinement elsewhere. As a result, AdaMapper produces more
stable and informative Mapper skeletons and is more robust
across datasets with heterogeneous topological structure.
Structure-preserving dimensionality reduction. Structure-
preserving DR aims to recover intrinsic shapes in data, such as
manifolds, spirals, or curved surfaces. UMAP [22] constructs
a fuzzy kNN graph and learns a low-dimensional embed-
ding that preserves local structure while approximating global
relationships. t-SNE [21] is a probabilistic DR method that
models local pairwise similarities and emphasizes neighbor-
hood preservation, producing embeddings that are stable and
visually interpretable. Another notable approach is Isomap [8],
which captures manifold geometry using geodesic distances,
that is, the shortest paths along the underlying manifold. This
is particularly effective for data lying on nonlinear manifolds,
where Euclidean distances can underestimate true separations
between distant points and overestimate distances between
points that are close along the manifold but far in ambient
space. Landmark Isomap (L-Isomap) [36] addresses the com-
putational cost of Isomap by selecting a subset of points as
landmarks to approximate the distance matrix, thereby reduc-
ing complexity while largely preserving geometric fidelity.

More recently, DR techniques have been developed
with an explicit focus on preserving topological features.
TopoMap [37] preserves the 0D persistence diagram of the
Vietoris–Rips filtration during embedding by leveraging the
Euclidean minimum spanning tree and iteratively merging con-
nected components to maintain topological structure. Building
on this approach, TopoMap++ [38] improves computational
efficiency and introduces an interactive framework for explor-
ing the hierarchical organization of topological components. In
parallel, a growing body of work incorporates topology-aware
loss functions into machine learning models for homology-
preserving DR. For example, TopoAE [39] introduces a
topological loss based on discrepancies in 0D homology
between the original and embedded spaces. This framework
was recently extended to preserve 1D persistent homology by
Clémot et al. [40], who proposed TopoAE++, a cycle-aware
topological autoencoder.

The work most closely related to ours is that of Yan et
al. [23], which is designed to preserve both 0D and 1D
homological features. Referred to as HIsomap in this paper, the
method builds on the landmark selection strategy of L-Isomap,

https://github.com/VisTALELab/AdaHIsomap.git
https://github.com/VisTALELab/AdaHIsomap.git
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Fig. 1. Computing persistent homology of a point cloud. (A) Simplicial complexes constructed on seven points at increasing values of t. (B) Corresponding
persistence barcodes. (C) Persistence diagrams for 0D (left) and 1D (right) features.

using a data skeleton derived from the Mapper graph [41]
to guide the selection of representative landmarks on the
manifold.

In this work, we adopt the landmark Isomap paradigm
but reformulate the landmark selection strategy and associ-
ated pipeline components. Specifically, we use AdaMapper
to derive landmarks from a persistence-guided, adaptively
constructed skeleton, and we introduce random anchor points
to balance distance preservation with 0D and 1D homology
preservation in regions not associated with prominent loops.
The resulting DR pipeline is evaluated against the structure-
preserving methods discussed above in Sec. VI.

III. TECHNICAL BACKGROUND

We review persistent homology, Mapper, and HIsomap,
which form the foundations of our proposed methods. We
then describe how these techniques are customized to develop
AdaMapper (Sec. IV) and AdaHIsomap (Sec. V).

A. Persistent Homology

Homology provides a formal framework for distinguishing
topological spaces based on their structural features, partic-
ularly the presence of “holes” across various dimensions.
Mathematically, homology associates a topological space with
a sequence of abelian groups, known as homology groups,
which encode the number and type of topological features
present in the space [42]. These groups capture essential
information about the space’s connectivity. Given a topological
space X, its homology groups H0(X), H1(X) and H2(X)
capture structural features of increasing dimension: H0(X)
represents connected components, H1(X) represents loops
or tunnels, and H2(X) represents voids. By systematically
quantifying these features, homology enables the comparison
of topological spaces through their algebraic invariants. This
characterization is foundational to the persistent homology
framework, which extends classical homology to study how
topological features evolve across different scales.

To compute homology from discrete data such as point
clouds, we approximate the underlying space with a simplicial
complex, a combinatorial structure built from vertices, edges,
triangles, and higher-dimensional simplices that generalizes
the notion of meshes; see the black skeleton in Fig. 1(A) for

an example. A simplicial complex provides a finite, structured
representation of the space, enabling efficient algebraic oper-
ations for computing homology groups.

As illustrated in Fig. 1, we can now construct a filtration of
nested simplicial complexes to study homology across scales.
Given a distance metric DX (e.g., the Euclidean metric), we
construct a sequence of nested topological spaces by forming
unions of balls of radius t centered at each point in X , where
t varies over a non-negative scale. Persistent homology then
records the birth and death of topological features within this
filtration, capturing their evolution across scales.

In Fig. 1(A), at t = 0, each point is born (appears) as
its own (connected) component. As t increases, we focus
on the important events when components merge with one
another to form larger components or tunnels. We begin by
tracking the birth and death times of each component or
tunnel as well as its lifetime in the filtration. At t = 6.7, the
brown component merges into the orange component and dies
(disappears); therefore, the brown component has a lifetime
(i.e., persistence) of 6.7. At t = 7.3, the gray component
merges into the purple component and dies; therefore, it has
a persistence of 7.3. So on and so forth. At t = 10.6, the
collection of components forms two tunnels; see two loops
beside the red edge in Fig. 1(A). This edge is the birth simplex
responsible for the creation of the loops.

The left tunnel is filled (disappears/dies) at t = 12.1 with
the appearance of the red triangle with a green edge, whereas
the right tunnel is filled (disappears/dies) at t = 14.5 with
the appearance of the red triangle with a blue edge. These
simplices, responsible for the death of loops, are called the
death triangles in Sec. IV-A. The orange component born at
time 0 never dies, therefore, it has a persistence of 1. We
record and visualize the appearance (birth), the disappearance
(death), and the persistence of homological features in the
filtration via persistence diagrams [43] (Fig. 1(C)), or equiva-
lently, persistence barcodes [44] (Fig. 1(B)). A point ρ = (b, d)
in the persistent diagram of X records a homological feature
that is born at time b and dies at time d. 0D and 1D persistence
diagrams, denoted as PD0(X) and PD1(X), capture the births
and deaths of components and tunnels. Equivalently in the
barcode of Fig. 1(B), such a feature is summarized by a
horizontal bar that begins at b and ends at d.

From a computational perspective, a filtration can be rep-
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Fig. 2. Illustration of the Mapper pipeline. (A) Point cloudX , colored by the
DTB function f (X ), with the base point marked by a red star. (B) CoverU
of f (X ) using open intervals withm = 7 and overlapp = 0 :2. (C) Induced
coverV of X , formed by clustering points in preimagesf � 1 (ai ; bi ) for each
i . (D) Mapper construction, given by the nerve ofV.

resented as a sequence of simplicial complexes, providing a
compact and algorithmically tractable encoding (see [45] for
details). Moreover, birth and death simplices offer spatial clues
to the location of the corresponding topological structures [46].

In this paper, persistent homology is used to extract struc-
tural information, rather than to recover explicit cycle repre-
sentatives. It is used in Sec. IV to guide the construction of a
Mapper that subsequently supports the preservation of 0D and
1D features in lower-dimensional space in Sec. V.

B. Mapper

Our method adopts a topological approach to data summa-
rization, using the Mapper algorithm [24] to guide the se-
lection of landmarks for dimensionality reduction. To support
this, we brie�y review the de�nitions and computational steps
underlying Mapper, which yields a discrete representation of
the data's structural features.

Filter function. Given a topological spaceX, a continuous
function f : X ! R, referred to as the�lter function, plays a
critical role in determining how structural features of the data
are revealed. In practice, the �lter function is chosen to encode
geometric or topological information relevant to the analy-
sis task [47]. Common examples include height functions,
barycentric distance, curvature, and geodesic distances. In this
work, we use the geodesic distance from a �xed source point
as the �lter function, referred to as the distance-to-basepoint
(DTB ) function. Prior studies have shown that such functions
are effective in revealing 1D homological structures, including
prominent loops and circular patterns [47], [48]. While DTB
is used as the default in our experiments, our framework is
not restricted to this choice; see a discussion in Sec. IV-D.

Mapper graph. To handle discrete point cloud data, we
utilize the Mapper algorithm [24], which builds a graph-like
summary called a skeleton by analyzing the behavior of the
�lter function over overlapping regions of the domain. Mapper
partitions the image of the �lter function into overlapping
intervals and examines the pre-images of these intervals to
identify structural patterns in the data [49].

As illustrated in Fig. 2, given a point cloudX and a
�lter function f , we construct a coverU of f (X ) using
overlapping intervals controlled by the number of intervals
m and overlap ratiop. For example, Fig. 2(B) shows the
DTB function partitioned intom = 7 intervals with a0:2
overlap, formingU = [ U1; : : : ; U7]. Each intervalUi induces
a pre-imageVi = f � 1(Ui ), and the collectionV = f Vi g
forms a cover ofX . Each Vi is then clustered to identify
components. In our implementation, we use DBSCAN [50],

a density-based clustering method that can identify arbitrarily
shaped clusters without requiring the number of clusters to be
speci�ed in advance. Other clustering strategies could be used
without altering the overall Mapper pipeline. The resulting
clusters form the nodes of the Mapper graph, with edges
added between nodes that share data points, as illustrated
in Fig. 2(C).

The resulting structure, denotedM , is referred to through-
out this paper as thehomological skeleton. A depiction of
the full Mapper output is shown in Fig. 2(D), illustrating
how the data's topological structure is encoded in a compact,
interpretable graph with branches and loops.

C. HIsomap

In the context of non-linear DR, methods such as Isomap,
L-Isomap, and the more recent HIsomap [23] play a signi�cant
role in the preservation of the intrinsic geometry of high-
dimensional data. Give a point cloudX , the implementation
of HIsomap involves four steps:
Step 1: kNN graph construction. Build the kNN graphG
on X .
Step 2: Filter function. Compute the DTB �lter functionf :
X ! R, which encodes structural properties relevant to DR.
The base point is chosen from the extreme points ofX .
Step 3: Mapper and landmark selection.Compute Mapper
graphM with user-speci�ed resolution parameters. Nodes of
M correspond to clusters of points inX ; the cluster centroids
are selected as the landmarks denoted asX L � X.
Step 4: Apply L-Isomap. Replace the randomly generated
landmarks in L-Isomap withX L , and apply the rest of the
L-Isomap algorithm.

For clarity, we distinguish different versions of L-Isomap
according to their landmark selection schemes: the variant
with randomly selected landmarks is referred to asrandom L-
Isomap, while the homology-preserving approach from [23] is
denoted as HIsomap. In this paper, HIsomap serves as a
conceptual and algorithmic baseline for the topology-aware
DR pipeline developed in subsequent sections.

IV. A DAMAPPER: A M APPER-BASED ALGORITHM FOR

HOMOLOGICAL SKELETON EXTRACTION

The core idea of AdaMapper is to use persistent homology
in the original space to guide Mapper construction in a
homology-informed manner. In this section, we present the
technical details.
Overview. An overview of AdaMapper is shown in Fig. 3.
As a preliminary step, we construct thekNN graph on the
input data. This graph is used both to compute the DTB
�lter function and by AdaHIsomap, so we build it once
upfront. The main procedure then proceeds as follows. First,
we compute the persistence diagram of the input data to
characterize its topological structure. Second, we compute
the �lter function and partition its range into regular and
critical segments, guided by the signi�cant 1D features (loops)
identi�ed in the persistence diagram (Sec. IV-A). Third, we
derive parameters for the Mapper construction separately for
the regular and critical segments, based on the persistence
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Fig. 3. AdaMapper pipeline for homology-informed Mapper construction.

properties of loops (Sec. IV-B). We de�ne “signi�cant” loops
according to their persistence, using a default threshold of0:35
(i.e., 35% of the maximum persistence). Users may also adjust
this threshold interactively, depending on their interpretation
of the persistence diagram (Sec. IV-C).
Notations. Let X denote the original data andf : X ! R its
�lter function. We use the 1D persistence diagramPD1(X ) to
separatef into the critical segment and the regular segment,
denotedCandR, respectively. With PD-induced segmentation,
we calculate the coverU of f (X ) and then derive the coverV
of X . The Mapper graphM is the 1D skeleton of the nerve
of V. The input to AdaMapper isX and the output isM .

With its default settings, AdaMapper requires no user-
speci�ed parameters. However, users may optionally incor-
porate prior knowledge by specifying parameters such as
the persistence thresholdT, the overlap percentage between
adjacent intervalsp, and the clustering algorithm settings. If
PD1(X ) does not exhibit any signi�cant loops, the user is
prompted to specify the number of intervalsm, in which case
a standard Mapper is applied.

A. PD-Induced Segmentation

The �rst step of AdaMapper is to compute the persis-
tence diagram of the original data. This persistence diagram,
PD1(X ), captures the underlying topological structure of
the data. The key idea behind AdaMapper is to leverage
the homological information encoded inPD1(X ) to identify
a critical segmentC along f , where �ner-grained intervals
are required to preserve the selected loops in the Mapper
construction.

Let � i 2 PD1(X ) be a loop whose persistence exceeds the
thresholdT (with T = 0 :35). For each such loop, we deter-
mine its corresponding range onf , denoted byr i = [ ui ; vi ].
Thecritical segmentC of f is then de�ned as the union of all
such ranges,C = r 1 [ r 2 [ � � � [ r M ; whereM is the number
of loops whose persistence is greater than the simpli�cation
threshold. The remaining portion off is referred to as the
regular segment, denoted byR. Thus, f = C [ R : We refer
to this procedure as thePD-induced segmentationof f . In the
remainder of this subsection, we describe how to determiner i

given X , � i , andf .

Fig. 4. (A) Balanced death triangle. (B) Centroids of the shortest paths
between vertex pairs(a; b), (b; c), and (a; c), denoted bya1b, b1c , and
a1c , respectively. (C) Unbalanced death triangle. (D) Verticesxs andx t are
identi�ed from the longest edge of the death triangle, and the centroidx r is
computed along their shortest path.

Fig. 5. Derivation ofr i from xs , x t , andx r under cases F4, F1, and F2.

1) Death-Triangle-Based Localization:For each loop� i ,
we identify its associated death triangle, which corresponds
to the 2-simplex responsible for the disappearance of the loop
in the �ltration (Sec. III-A). This death triangle provides the
basis for determining the loop-critical intervalr i .
Step 1: Identify triangle shape.Given a death triangle (cal-
culated by Ripserer.jl library [51], [52]), let its vertices be
a, b, and c. We calculate the Euclidean distances between
each pair of these vertices in the original point cloud:d1

for (a; b), d2 for (b; c), and d3 for (a; c). To assess the
uniformity of the triangle, we compute the normalized entropy
H = �

P 3
i =1 pi

log( pi )
log(3) , wherepi = di

d1 + d2 + d3
.

A higher entropy value indicates more uniformly distributed
edge lengths. Based on empirical observation, if0:975� H �
1, the death triangle is classi�ed asbalanced (Fig. 4(A));
otherwise, it is classi�ed asunbalanced(Fig. 4(C)).
Step 2a: Deriver i for balanced death triangle. Using the
kNN graph G (already constructed for computing the �lter
function), we compute shortest paths between each pair of
vertices(a; b), (b; c), and (a; c), and denote the centroids of
these paths asa1b, b1c, anda1c (see Fig. 4(B)). The interval
r i is then de�ned by the minimum and maximum �lter values
among the death-triangle vertices and the three centroids.r i =
[min f (S); max f (S)], whereS = f a; b; c; a1b; b1c; a1cg.
Step 2b: Derive r i for unbalanced death triangle. If the
death triangle edges are not balanced (Fig. 4(C)), we identify
the longest edge of the triangle and denote its two vertices
asxs andx t . Using these vertices and thekNN graphG, we
compute the shortest path betweenxs andx t . The centroid of
this path is then chosen asx r (Fig. 4(D)).

We can now deriver i considering the following four cases.

F1: If f (xs) � f (x r ) � f (x t ), thenr i = [ f (xs); f (x t )].
F2: If f (x t ) � f (x r ) � f (xs), thenr i = [ f (x t ); f (xs)].
F3: If f (x r ) � minf f (xs); f (x t )g, then r i =

[f (x r ); f (xs) + ( f (x t ) � f (x r ))] .
F4: If f (x r ) � maxf f (xs); f (x t )g, then r i = [ f (xs) �

(f (x r ) � f (x t )) ; f (x r )].

Fig. 5 illustrates the derivation ofr i under three represen-
tative cases. From left to right, the panels correspond to cases
F4, F1, and F2. In each case, the intervalr i = [ ui ; vi ] derived
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from xs, x t , and x r is highlighted in red along the �lter
function f , together with the points whose �lter values fall
within this interval. Since the dataset contains a single loop,
the critical segment isC = r i , and the complement de�nes
the regular segmentR, shown in blue. Not all intervalsr i in
Fig. 5 fully cover the points surrounding the feature� i , and this
issue is exacerbated when� i has an irregular shape. However,
a suboptimal choice ofr i does not necessarily prevent the
construction of a coverV of X that captures� i ; see Sec. IV-B2
for further discussion.

After computing allr i (for i 2 [1; M ]), the functionf is
partitioned into critical and non-critical regions, from which
we derive adaptive parameters to construct the Mapper cover,
as detailed in Sec. IV-B.

2) Design Rationale and Tradeoffs:The goal of the death-
triangle strategy is not to recover a geometrically minimal or
complete set of points enclosing a loop, but rather to provide
a reliable localization of loop-critical regions suitable for
AdaMapper construction. This design re�ects the role of PD-
induced segmentation in AdaMapper, where loop localization
is used to control Mapper resolution rather than to extract
explicit cycle representatives.

Several existing approaches aim to identify a subset ofX
that geometrically surrounds a loop represented inPD1(X ),
including representative cycles via involuted homology [52],
reconstructed shortest cycles [51], and linear-programming-
based optimal cycle representatives [53], among others [54].
While effective for explicit loop reconstruction, these methods
can become unstable when multiple loops are spatially proxi-
mate or interacting, causing the associated regions to expand
uncontrollably or mix contributions from multiple features.

By contrast, the death-triangle strategy prioritizes reliable
localization over geometric tightness. By relying on the sim-
plices responsible for the disappearance of loops in the �ltra-
tion, it yields localizations that are consistent with persistence
pairings and robust to interactions among nearby features.
As a result, the derived intervalr i may not fully enclose
the geometric extent of a loop, particularly for irregular or
geometrically complex features.

Importantly, this conservative localization is intentional. In
the context of AdaMapper construction, recovering a compact
and stable loop-critical region is often more effective than in-
cluding all points surrounding a loop. Overly aggressive local-
ization that includes substantially more points than necessary
can be counterproductive for AdaMapper parameterization, a
phenomenon analyzed in detail in Sec. IV-B2. Nevertheless,
althoughr i may be imperfect, it provides suf�cient informa-
tion to guide the downstream construction and preserve the
presence of the corresponding feature� i .

B. AdaMapper Parameterization

The derivation of internal parameters for AdaMapper starts
from the observation that a Mapper requires a cover with at
least three elements (f Vi gm

i =1 , m � 3) to identify a loop using
the point cloud around it. Using data points only within the
critical segment, Fig. 6 demonstrates the Mappers constructed
with different sizes of cover. The Mapper captures the loop

Fig. 6. Critical segment form = 2 (left) andm = 3 (right).

Fig. 7. Adaptive parameter setting for AdaMapper. Left: three-step construc-
tion of open intervalsU. Right: the corresponding coverV of X and the
resulting Mapper.

with m = 3 , while it fails to summarize the loop withm = 2 ;
cf. Fig. 6(right) and Fig. 6(left).

1) Parameter Derivation for AdaMapper Construction:
Motivated by this observation, we derive the coverU of f (X )
and then the coverV of X in the following three steps.
Step 1: Initialize the length of open interval. Among the
loops selected by the simpli�cation threshold, denoted by
� 1; : : : ; � M , let the lengths of their corresponding ranges be
jr i j = jvi � ui j for i = 1 ; : : : ; M . We de�ne the shortest range
by jr min j := min fj r 1j; : : : ; jr M jg: The initial length of open
intervals within the critical segmentC is set tolc = jr min j=3;
while the initial length of open intervals within the regular
segmentR is set tol r = jrmin j:

Based on these settings, we construct an initial coverU0

of f (X ), whereU0 = f U0
i g

m 0

i =1 = f [a0
i ; b0

i ]g
m 0

i =1 ; with adjacent
intervals satisfyingb0

i = a0
i +1 . Furthermore,ja0

i � b0
i j = lc if

U0
i 2 C, and ja0

i � b0
i j = l r if U0

i 2 R . Note that the initial
number of intervalsm0 may differ from the �nal number of
intervalsm after the following two re�nement steps.

Using the PD-induced segmentation shown in Fig. 6, we
observe that this dataset contains only one signi�cant loop,
and jr min j corresponds to the length of the red region. Based
on this observation, the initialization oflc andl r is illustrated
at the top of Fig. 7(left). We further derive the initial cover
U0 of f (X ) with m0 = 7 . Speci�cally, we setlc = jrmin j=3
according to the structure observed in Fig. 6. In contrast, we
choosel r = jr min j, since regions without a prominent loop
are expected to exhibit fewer structural changes.

The latter choice is also a natural implementation of per-
sistence simpli�cation on Mapper, which will be discussed
in Sec. IV-C.
Step 2: Adaptive expandlc and l r with p. The classic
Mapper algorithm uses a parameterp to specify the
percentage of overlap between each pair of adjacent intervals,
thereby enforcing a uniform overlap across the entire cover.
In AdaMapper, we instead adaptively expand the interval
lengthslc and l r to generate overlaps of varying sizes, using
a default overlap ratio ofp = 0 :2.
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These expansions may occur in three different settings:
between two intervals in the critical segment (C1), between
two intervals in the regular segment (C2), and between one
interval in the critical segment and one in the regular segment
(C3). We design separate expansion strategies for each case.

GivenU0
i = [ a0

i ; b0
i ] andU0

i +1 = [ a0
i +1 ; b0

i +1 ] with b0
i = a0

i +1 ,
C1: if U0

i 2 C andU0
i +1 2 C, we expandU0

i from [a0
i ; b0

i ] to
[a0

i ; b0
i + p=2� lc) andU0

i +1 from [a0
i +1 ; b0

i +1 ] to (a0
i +1 �

p=2 � lc; b0
i +1 ]; see the red rectangles in the middle

of Fig. 7(left) for an illustration.
C2: if U0

i 2 R andU0
i +1 2 R , we expandU0

i from [a0
i ; b0

i ]
to [a0

i ; b0
i + p=2 � l r ) and U0

i +1 from [a0
i +1 ; b0

i +1 ] to
(a0

i +1 � p=2 � l r ; b0
i +1 ]; see the blue rectangles in the

middle of Fig. 7(left) for an example.
C3: if U0

i 2 C andU0
i +1 2 R or U0

i 2 R andU0
i +1 2 C, we

expandU0
i from [a0

i ; b0
i ] to [a0

i ; b0
i + p � lc) and U0

i +1
from [a0

i +1 ; b0
i +1 ] to (a0

i +1 � p � lc; b0
i +1 ]; see the green

rectangles the middle of Fig. 7(left) for an example.
The high-level idea behind this adaptive expansion strategy

is to extend the initial intervals by a proportion determined by
their segment types, namelyC or R. For the C3 case, which
lies between C1 and C2, we apply a larger expansion based on
lc, usingp instead ofp=2. Note that after Step 2, the elements
of the coverU0 of f (X ) become open intervals.
Step 3: Finalize the coverU of f (X ). Upon closer inspec-
tion of U0, we observe that some intervalsU0 2 U0 are com-
pletely contained within their adjacent intervals. For example,
U0

2 is contained inU0
1, andU0

6 is contained inU0
7. In this step,

we remove such redundant intervals to obtain the �nal cover
U of f (X ), as illustrated at the bottom left of Fig. 7. After
this re�nement, the number of intervals becomesm = 5 .

Using the coverU of f (X ), we then derive the adaptive
cover V of X . Based onV, we compute the Mapper graph
of X using a user-de�ned clustering algorithm; see the right
panel of Fig. 7. Although the choice of clustering algorithm
is not central to our method, we additionally provide an
automatic parameter selection strategy for DBSCAN based on
PD-induced segmentation in Appendix A.

2) Robustness to Imperfect Loop Localization:As noted
in Sec. IV-A, the intervalr i derived from the death-triangle
strategy may not perfectly localize all points surrounding the
feature� i . We now show that such imperfect localization is
nevertheless suf�cient, and in some cases even preferable, for
AdaMapper. As illustrated in Fig. 6, Mapper requires at least
three cover elements within a loop-critical region to capture a
1D loop. Given an imperfect intervalr i = [ ui ; vi ], the point
setf x j f (x) 2 [ui ; vi ]g typically forms a subset of the points
surrounding� i , ensuring that AdaMapper allocates at least
three intervals within this region.

In contrast, cocycle-based strategies [55] that include sub-
stantially more points may produce excessively large loop-
critical regions, particularly when multiple loops interact.
When mapped onto the �lter function, these enlarged regions
can reduce the effective number of intervals assigned to each
loop, thereby violating the conditionm � 3 and preventing
successful loop capture despite the broader geometric cov-
erage. Therefore, although the death-triangle strategy may
yield only an approximate localization of� i , its conservative

Fig. 8. Capturing loops with an imperfect critical segment. Left: point
cloud X colored by the DTB function. Middle and right: segmentations and
corresponding Mapper constructions using manually chosenxs points.

Fig. 9. A toy example illustrating AdaMapper. (A) Point cloudX , colored by
the DTB function, with the base point marked by a red star. (B–C) Persistence
diagrams with default and user-speci�ed simpli�cation thresholds,T andT 0.
(D–F) and (G–I) Loop-induced ranges, persistence-guided segmentations, and
corresponding Mapper constructions for thresholdsT andT 0.

characterization preserves suf�cient resolution in the most
relevant regions, enabling AdaMapper to reliably capture� i ;
see Fig. 8 for examples.

C. A Toy Example for AdaMapper

We now consider a slightly more complex example than the
point clouds presented previously to illustrate the pipeline of
AdaMapper and demonstrate its ability to capture loops under
a user-speci�ed simpli�cation threshold.

Given the point cloudX in Fig. 9(A), its persistence
diagramPD1(X ) identi�es three loops,� 1, � 2, and� 3, under
the default simpli�cation thresholdT; see Fig. 9(B). Using the
DTB functionf (X ) together with the methodology introduced
in Sec. IV-A, we derive the corresponding rangesr 1, r 2, and
r 3 alongf (X ); see Fig. 9(D). Notably,r 1 andr 3 overlap. The
critical segmentC is therefore de�ned asr 1 [ r 2 [ r 3; while the
regular segmentR consists of the remaining portions off (X );
see Fig. 9(E). Following the strategy described in Sec. IV-B,
we set the initial interval length withinC to lc = jr 3j=3:
The resulting coverU of f (X ) is illustrated at the bottom
of Fig. 9(E-F). As shown in Fig. 9(F), AdaMapper successfully
captures all three loops using the default parameter setting.

We now manually choose a simpli�cation thresholdT0 to
�lter out the loop � 3; see Fig. 9(C). Under this threshold, the
selected loop ranges reduce tor 1 and r 2, yielding a critical
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Fig. 10. Effect of different �lter functionsf (X ) on AdaMapper constructions.
(A–F) Point clouds colored by �lter values (blue: low, red: high); adjacent
color bars indicate regular (blue) and critical (orange) ranges. Black graphs
show the AdaMapper skeletons. (A–C)Swiss Hole and (D–F) Fertility
datasets using eccentricity, height, and PCA �lters.

segment de�ned byC = r 1 [ r 2; see Fig. 9(G-H). In this
setting, the construction of the coverU of f (X ) begins with
the initialization lc = jr 2j=3; which ultimately produces a
Mapper graph containing two loops; see Fig. 9(H-I).

D. Discussion on AdaMapper

AdaMapper is designed to guide Mapper construction using
persistent homology as a mechanism for adaptive resolution
control, rather than to guarantee recovery of all topological
features present in the data. Consequently, its behavior re�ects
both the strengths and inherent limitations of persistence-
guided Mapper constructions.
Scope and limitations.Not every loop identi�ed in a persis-
tence diagram can necessarily be represented by AdaMapper.
For example, a torus contains two independent loops, yet the
loop associated with the inner tube may fail to appear in
the resulting Mapper, even when it is detected through PD-
induced segmentation. This limitation stems from the interac-
tion between the �lter function and the Mapper cover: some
topological features cannot be faithfully represented under a
given scalar function, regardless of how �nely the cover is
re�ned. Such behavior is a well-known property of Mapper-
based summaries and is not speci�c to AdaMapper.
Persistence versus Mapper resolution.The length of an
interval r i derived from PD-induced segmentation is not nec-
essarily proportional to the persistence of the corresponding
feature� i . Persistence measures the stability of a feature across
scales in the original space, whereasr i is de�ned along the
�lter function. Consequently, persistence-based simpli�cation
does not directly correspond to interval-based simpli�cation in
Mapper. In particular, the smallest intervalr i may correspond
to a feature with relatively high persistence, potentially leading
to over-re�nement or unintended simpli�cation. To address
this discrepancy, AdaMapper does not assume a one-to-one
relationship between persistence and cover size. Instead, it uses
persistence to localize loop-critical regions while explicitly
controlling resolution along the �lter function.
Filter function dependence and sensitivity.Like all Mapper-
based methods, AdaMapper depends on the choice of �lter

function. In this work, we use the distance-to-basepoint (DTB)
function as the default, although the framework itself is not
restricted to this choice. Fig. 10 presents AdaMapper construc-
tions using eccentricity, height, and PCA as �lter functions.
For both theSwiss HoleandFertility datasets, the same loop-
critical features are consistently identi�ed across all �lters
through PD-induced segmentation.

However, the resulting interval sizeslc and l r vary sub-
stantially across �lters, leading to different cover resolutions
and Mapper complexities. This effect is particularly evident
in Fig. 10(B) for Swiss Holeand in Fig. 10(E-F) forFertility,
where different �lter choices produce noticeably different
graph densities, even though all resulting Mapper graphs
remain meaningful and interpretable. Importantly, when the
�lter function varies smoothly along the underlying mani-
fold, AdaMapper consistently captures the loop-critical regions
while making the in�uence of �lter choice on Mapper com-
plexity explicit and transparent.

V. A DAHISOMAP: ADAPTIVE HOMOLOGY-PRESERVING

DIMENSIONALITY REDUCTION

We now introduce AdaHIsomap, an adaptive homology-
preserving DR technique that combines AdaMapper-derived
homological skeletons with landmark Isomap. By using
homology-informed skeletons to guide landmark selection,
AdaHIsomap aims to better preserve both loop structures and
global connectivity in low-dimensional embeddings.

A. Adaptive Homology-Preserving Landmark Selection

AdaHIsomap follows the same overall pipeline as HIsomap
(Sec. III-C), with the key difference occurring in Step 3:
landmark construction. Speci�cally, AdaHIsomap modi�es
HIsomap in two principled ways: (1) We replace the clas-
sical Mapper with AdaMapper, which constructs a homology-
informed skeleton using PD-induced adaptive covers. (2)
We augment Mapper-based landmarks with stochastic anchor
points sampled from the regular segmentR of the �lter
function.

Together, these modi�cations aim to preserve both 1D (loop)
and 0D (connectivity) topological features during DR, while
substantially reducing the need for manual parameter tuning.
Mapper-based landmarks for 0D and 1D homology preser-
vation. In the classic Mapper algorithm, each node represents
an abstract cover element of the point cloud, corresponding
to a cluster of points inX . In our framework, following
the HIsomap approach, we select the centroid of each cluster
of M (constructed with AdaMapper) as its representative, and
these representatives collectively serve as the subset of the
landmarks for AdaHIsomap.
Stochastic anchor points for enhancing 0D homology
preservation. A closer examination of the coverU of f (X )
used in constructingM , such as those shown in Figs. 7 and 9,
reveals that substantially more clusters—and therefore more
landmarks—are selected within the critical segmentC than
within the regular segmentR. This imbalance in landmark
distribution can distort the preservation of 0D homological
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Fig. 11. 2D embeddings of theSwiss Holedataset. (A) Point cloudX , colored
by the DTB functionf (X ). (B) Isomap embedding. (C) Random L-Isomap
embedding withjX L j = 18 . (D) Persistence diagramPD( X ). (E–F) L-
Isomap using nodes of the Mapper computed by AdaMapper as landmarks.
(G–H) AdaHIsomap embeddings withjX L j = 18 . (I–J) and (K–L) L-Isomap
embeddings using nodes of the standard Mapper as landmarks (HIsomap),
with m = 10 andm = 15 .

features. Importantly, such distortions cannot be resolved sim-
ply by decreasing the interval lengths in the regular segment.
We illustrate this phenomenon with an example in Sec. V-B.

To improve the preservation of 0D features, we augment
AdaHIsomap with stochastic anchor points. Speci�cally, we
randomly select one data point from each open interval in the
regular segmentR and include it as an additional landmark.
These stochastic anchors rebalance the landmark distribution
and improve the preservation of global connectivity.

Without these additional anchors, most landmarks are con-
centrated near loop-critical regions, while the regular segment
R remains sparsely represented. Consequently, regions away
from dominant loops may be insuf�ciently sampled during
DR, leading to distortions in preserving 0D homological
features; see Fig. 11(F). By selecting one stochastic anchor
point from each interval inR, we maintain a more balanced
representation across the �lter range and improve the preserva-
tion of global connectivity without introducing a large number
of additional landmarks; see Fig. 11(H).

B. A Toy Example

We illustrate the AdaHIsomap pipeline using the
Swiss Holedataset (Fig. 11), a point cloud sampled from a
Swiss roll containing a subtle interior loop. For comparison,
Fig. 11(B-C) show embeddings generated by Isomap and
random L-Isomap, respectively, both usingjX L j = 18
landmarks.

We �rst compute a DTB �lter function with respect to an
extremal base point; see Fig. 11(A). We then compute the
persistence diagram, which captures the homological structure
of the dataset; see Fig. 11(D). Based on the detected loop,
AdaMapper constructs a 1D homological skeleton (the black
skeleton in Fig. 11(E)), whose nodes are used as a subset of
landmarks for AdaHIsomap.

If only the skeleton nodes are used as landmarks, the
resulting 2D embedding is shown in Fig. 11(F). To further

improve the preservation of 0D homology, AdaHIsomap in-
troduces stochastic anchor points, highlighted as orange stars
in Fig. 11(G). The resulting embedding is shown in Fig. 11(H).
Comparing Fig. 11(F) and (H) with (B) demonstrates the
effectiveness of AdaMapper-induced landmarks in preserving
1D homology, while also partially preserving 0D homological
structure during DR. Furthermore, comparing Fig. 11(F) with
(H) shows that stochastic anchor points in the regular segment
are essential for mitigating distortions of 0D features located
away from the dominant loop.

We next investigate why stochastic anchor points are neces-
sary, rather than simply increasing the resolution of AdaMap-
per within the regular segment. To this end, we �rst examine
the behavior of the classical Mapper under different parameter
settings. Our results show that the number of intervalsm must
exceed15 for the classical Mapper to successfully capture the
prominent hole in theSwiss Holedataset; compare Fig. 11(I)
and (K). When fewer intervals are used, the Mapper captures
insuf�cient homological information, leading to greater distor-
tion in the resulting embedding; compare Fig. 11(J) and (L).

In contrast, AdaHIsomap captures the loop structure using
only m = 10, where the parameter value is determined auto-
matically by AdaMapper without manual tuning. Fig. 11(L)
may also be interpreted as the result of a 2D embedding
constructed using �ne-grained cover elements concentrated
within the regular segment. Comparing Fig. 11(L) with (H)
further demonstrates that stochastic anchor points sampled
from the regular segment reduce distortions for data points
located away from one-dimensional loops.

Compared with Isomap, AdaHIsomap provides clear advan-
tages in preserving signi�cant 1D loops under simpli�cation,
as further demonstrated in Sec. VI. Nevertheless, AdaHIsomap
retains certain limitations, which are discussed in Sec. V-D.

C. Computational Considerations

Compared with HIsomap, AdaHIsomap introduces modest
additional computational overhead. The dominant computa-
tional costs—includingkNN graph construction, geodesic
distance computation, and multidimensional scaling—remain
unchanged from the original Isomap-based pipeline. The
additional overhead in AdaHIsomap arises primarily from
constructing a homology-informed skeleton, while persistence
diagrams are used only to identify prominent 1D features
rather than to analyze the full �ltration of the dataset. In
practice, persistence diagram computation can be further ac-
celerated through subsampling, and all experiments in Sec. VI
were conducted at data scales where this overhead remains
manageable. Consequently, AdaHIsomap remains computa-
tionally practical for the datasets considered in this work,
while providing additional topological guidance for landmark
selection.

Beyond algorithmic runtime, practical computational cost is
also in�uenced by parameter-tuning requirements. In Sec. VI,
baseline methods such as Isomap, UMAP, and t-SNE were
evaluated across multiple parameter con�gurations for each
dataset, whereas AdaHIsomap, TopoAE++, and TopoMap
were used largely with their default settings (see Appendix B,
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