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ABSTRACT

Topological analysis of scalar fields yields structures such as the
Morse—-Smale complex (MSC) that summarize salient features
across multiple scales. Existing MSC extraction algorithms typi-
cally assume an explicit representation of the input field, such as a
discretely sampled mesh. However, recent advances in visualiza-
tion have popularized implicit field representations, for which these
assumptions no longer hold. In this work, we address the problem
of extracting an MSC from an implicitly defined 2D scalar field. We
present a method for constructing a triangulated piecewise-linear
(PL) mesh that aims to preserve the critical points of an underly-
ing implicit scalar field. Our central insight is that if all edges are
monotonic with respect to the underlying field, then the resulting
PL approximation is topologically consistent with respect to critical
points. Based on this insight, we introduce a refinement procedure
that mitigates monotonicity violations. Requiring only pointwise
evaluations and modest mesh refinement, the approach produces PL
meshes that are correct with regards to critical points in our exper-
iments. Finally, we demonstrate that additional targeted refinement
improves the geometric fidelity of MSC separatrices.

Index Terms: Implicit scalar fields, Morse—Smale complexes, im-
plicit neural representations, mesh refinement

1 INTRODUCTION

Scalar fields are widely used to represent phenomena arising from
both observational data and numerical simulations. Formally, a
scalar field is a function, typically assumed to be at least contin-
uous, that assigns a scalar value to every point in a domain. In
visualization, representing such fields involves a tradeoff between
accuracy and storage. Broadly, representations fall into two cate-
gories: explicit and implicit. We refer to explicit representations as
those defined on meshes or grids, where interpolation reconstructs
the field from discrete samples. In contrast, implicit representations
describe the field through functional forms, either globally (e.g., a
single analytic expression) or via a sparse set of local primitives
such as spline patches.

Both representations have distinct advantages and limitations.
Historically, visualization has favored explicit representations be-
cause they map naturally onto standard computational pipelines.
For continuous fields, however, the accuracy of an explicit repre-
sentation depends on sampling density; achieving high fidelity may
require very dense sampling, which increases storage costs and can
limit scalability. These tradeoffs have motivated renewed interest in
implicit representations, including multivariate functional approxi-
mation (MFA) [24] and neural models such as implicit neural repre-
sentations (INRs) for volumetric data [28, 18]. Despite these advan-
tages, extracting global feature descriptors, particularly topological
structures, from implicit representations remains challenging.
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Topological data analysis provides a suite of techniques for an-
alyzing fields by computing, visualizing, and summarizing their
structure. One particularly useful construct is the Morse—Smale
complex (MSC). The MSC partitions the domain into regions
within which all points share the same ascent to a maximum and de-
scent to a minimum. Most methods for extracting MSCs assume a
discrete representation of the input [1, 7, 10, 12, 13, 21, 26, 27, 31],
largely because they require explicit knowledge of each point’s
neighborhood. Consequently, extracting an MSC from an implic-
itly defined scalar field presents two primary options.

The first option is to pursue a direct extraction, which is chal-
lenging due to the oracular nature of implicit representations. Eval-
uating the field at a given point requires computing it on the fly,
necessitating carefully designed methods for operations such as
root-finding [20]. Nevertheless, under certain assumptions about
the implicit form, this approach can be made tractable. For exam-
ple, in the setting of MFAs, recent work by Ma et al. has demon-
strated promising results in recovering critical points [20] and other
topological descriptors such as contours, Jacobi sets, and ridge-
valley graphs [19]. In the context of INRs, Feng et al. [11] propose
training strategies that improve topological fidelity by coupling the
model with adaptive extraction of topological features.

Alternatively, one can reconstruct an explicit mesh that approxi-
mates the implicit representation and then apply existing MSC ex-
traction methods. This approach must address a key issue of topo-
logical consistency, as the meshing process can introduce discrep-
ancies relative to the underlying implicit function. At the same
time, an explicit mesh can be valuable beyond topological analysis:
many standard visualization tasks, such as cropping, contouring,
and rendering, are more naturally performed on meshed data.

In this work, we focus on extracting a topologically consistent
explicit representation that seeks to recover all critical points of the
implicit function in the resulting piecewise-linear (PL) mesh, up to
a prescribed resolution. Our approach is motivated by the theoreti-
cal observation that critical point consistency is achieved when all
mesh edges are monotonic with respect to the underlying function.
Because certifying this condition is impractical for implicit fields
accessible only through pointwise evaluations, we instead adopt a
sampling-based strategy to detect and resolve monotonicity viola-
tions. We further refine the mesh to better capture the geometry of
the MSC, particularly its separatrices. Our contributions include:

* We characterize the mesh conditions required to ensure topolog-
ical consistency of critical points, showing that all mesh edges
must be monotonic with respect to the underlying Morse func-
tion.

* Guided by this characterization, we develop a refinement algo-
rithm that requires only pointwise evaluations of the function and
its derivative to detect and resolve monotonicity violations. The
resulting meshes better satisfy the theoretical conditions and pro-
duce more accurate MSC separatrices.

2 BACKGROUND

We briefly review the necessary background and establish notation.
Let f: R?> — R be a 2D scalar field, represented implicitly ei-
ther by an algebraic expression or an implicit neural representation
(INR). Our goal is to construct an explicit representation of f in



the form of a triangulated mesh. Each mesh vertex v; is associ-
ated with a position x; € R? and the corresponding function value
f(x3). Using piecewise-linear (PL) interpolation over the mesh, we

obtain an approximation f of f.

Our refinement strategy is designed to ensure that f captures the
gradient behavior of f along mesh edges. We say that a mesh is
monotonic with respect to f if, for every edge connecting vertices
v; and v, the restriction of f to the segment X;X; is monotonic.

2.1 Implicit Neural Representations

We briefly review the definition of an INR. INRs use multi-layer
perceptrons to encode functions by learning a mapping from spa-
tial coordinates x to scalar values f(x). Originally popularized for
representing radiance fields in computer vision (e.g., NeRFs [22]),
INRs have since found widespread applications in graphics, vision,
and visualization [23, 34, 35].

INRs have emerged as a powerful approach for scalar field visu-
alization following several key developments. Periodic activation
functions introduced by Sitzmann et al. enable INRs to represent
high-frequency continuous functions and their derivatives [28]. In
this framework, the network learns a nonlinear mapping from spa-
tial coordinates to scalar values by fitting its parameters to sampled
data, resulting in a continuous function that can be queried at ar-
bitrary locations [8]. INRs have also gained traction as a form of
lossy compression: Lu et al. demonstrated that volumetric data can
be effectively represented by storing network weights rather than
raw samples [18]. Since then, numerous extensions have adapted
INRs for volumetric scalar fields across different dimensions and
applications [3, 14, 15, 17, 29, 30, 32, 33].

Despite these advantages, extracting global topological struc-
ture, such as the Morse—Smale complex, from INRs remains chal-
lenging. Because the representation is implicit and accessible only
through pointwise queries, recovering large-scale features typically
requires dense sampling of the domain, which can be computation-
ally expensive. Consequently, tasks that depend on global context
can diminish some of the practical efficiency benefits of INRs.

2.2 Topology Extraction

The Morse—Smale complex (MSC) is a fundamental structure for
analyzing scalar fields. We briefly review key concepts here and
refer the reader to [9] for a detailed treatment.

The MSC segments a scalar field according to gradient flow be-
havior. For a 2D scalar field f, critical points, where V f(x) = 0,
are classified as minima, saddles, or maxima based on local struc-
ture. The domain is partitioned by considering gradient flow: the
ascending manifold of a maximum consists of all points whose
gradient ascent trajectories terminate at that maximum, while de-
scending manifolds are defined analogously via gradient descent
toward minima. When ascending and descending manifolds inter-
sect transversely, they partition the domain into regions that define
the MSC. In 2D, separatrices—gradient paths connecting saddles to
extrema—form the boundaries of these regions, yielding a decom-
position aligned with the global flow structure.

Bremer et al. extend this construction to PL functions [1], where
MSC extraction reduces to identifying critical points and tracing
separatrices. However, in the PL setting, gradients are piece-
wise constant, and separatrix tracing introduces additional sub-
tleties [10]. In this work, we adopt a strategy that traces separatrices
along edges or through triangle interiors as needed, following the
steepest gradient.

Although our primary focus is on critical points and the MSC,
our treatment of monotonic edges also relies on reasoning about
isocontours. An isocontour at value p is the set of points P such
that Vx € P, f(x) = p. As p varies, connected components of
isocontours form, merge, split, and disappear, with these topologi-
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Figure 1: Meshing the implicit function defined in Eq. (1). (a)
Ground truth. (b) Dense Poisson disk sampling without refine-
ment. (c) Our method applied to Poisson disk sampling (R = 0.05,
w = 0.01). (d) Close-up of the highlighted region, with f(x)
shown as elevation, illustrating mesh alignment artifacts in (b) and
their mitigation in (c).

cal changes occurring precisely at critical points. Importantly, any
monotonic edge intersects a given isocontour at most once.

3 NAIVE APPROACH

A straightforward approach to obtaining an explicit representation
is to densely sample the continuous implicit function. As the sam-
pling density increases, the PL approximation f converges geomet-
rically to f. However, this geometric convergence does not guaran-
tee topological consistency.

To understand why, consider the stability result of Cohen-Steiner
et al. [6], which bounds topological differences in terms of function

distance: . )
de(D(f), D(f)) < If = flles-

Here, D( f) denotes the persistence diagram of f, and d g is the bot-
tleneck distance. This result implies that as two functions become
closer in the ¢~ sense, their topological summaries also converge.

However, the bottleneck distance permits low-persistence fea-
tures to be ignored, effectively matching them to the diagonal of
the persistence diagram. Consequently, while the overall topology
of f and f may be close, they need not share the same number of
critical points. In particular, spurious critical points may appear in
f , provided their persistence is smaller than the ¢, bound between
the two functions.

To illustrate this issue, we consider the function
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defined over the domain [—5, —2] x [—1.5, 1.5]. Figure 1b demon-
strates how naive sampling of Eq. (1) can introduce spurious topol-
ogy compared to the ground truth shown in Fig. la. In particu-
lar, these spurious critical points arise from misalignment between
mesh elements and the underlying ridges, creating small pock-
ets in which the PL approximation exhibits artificial fluctuations
(Fig. 1d). Increasing the sampling density reduces the magnitude
of these artifacts but does not eliminate them; in practice, it may
even introduce additional ones. Achieving the correct topology in-
stead requires careful placement of vertices and mesh elements, as
illustrated in Fig. 1c.

3.1 Monotonic Guarantees

We first establish a key topological result showing that PL func-
tions defined on meshes with monotonic edges have critical points
that are consistent with those of the underlying function, up to the
sampling resolution. In particular, topological inconsistencies arise
only when triangles are sufficiently large to contain more than one
critical point.

Theorem 1. Let f be a PL function defined on a mesh that is mono-
tonic with respect to a Morse function f. Then:

1. Every critical point of f coincides with a critical point of f, and
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Figure 2: Cases illustrating Theorem 1. (a) An extremum in f :
the corresponding isocontour in f cannot follow the dotted config-
uration. (b) A saddle in f : the isocontour in f must intersect at
the vertex. (c) Near an isolated extremum of f, isocontours must
expand to cross an edge twice; the dotted configuration is not fea-
sible. (d) For an isolated saddle in f, the isocontour must intersect
an edge twice.

2. Any critical point of f either coincides with a critical point off
or shares a triangle with at least one other critical point of f.

Proof. Our proof proceeds by case analysis over critical point
types. We first consider critical points of f (Part 1), followed by
critical points of f (Part 2). We use standard terminology for the
neighborhood of a vertex: the star of a vertex consists of the vertex
together with all incident edges and triangles, while the /ink consists
of the vertices and edges adjacent to the vertex but not including it,
forming the one-ring around it.

For Part 1, we consider critical points of f, which, under PL

interpolation, can only occur at vertices since V f is nonzero else-
where. We distinguish between extrema and saddles.

For an extremum, consider a minimum at x,,, (the argument for
maxima is symmetric). Let p,, = f(xm) and consider the iso-
contour component o = f~! (pm) passing through x,,,. By mono-
tonicity, all adjacent vertices have values strictly above p,,, and
' (pm) cannot intersect any edge in the star or link of x,,,. Thus,
o must be contained entirely within a single triangle incident to X, .
Since f is Morse, o is continuous and differentiable. However, re-
maining within a single triangle while passing through x,, forces
o to form a sharp corner at x,,,. The adjacent edges (Fig. 2a) con-
strain the tangent directions of o, and unless they are colinear, this
contradicts differentiability.

For a saddle at x,, let ps = f(xs) and consider the isocontours
f~(ps). By monotonicity, these contours cannot intersect edges
in the star of x,, but adjacent vertices may lie above or below ps.
Since x; is a PL saddle, the neighboring vertices partition into two
groups above p, and two below (Fig. 2b). Each edge connecting
vertices from different groups contains exactly one point at which
f = ps, by monotonicity. Consequently, the contours must lie
within the four incident triangles and form four branches. Because
f is Morse, there are exactly four such branches, and they must
meet at X ; otherwise, they would have to cross an edge in the star,
violating monotonicity.

For Part 2, it suffices to show that an isolated critical point cannot
exist within a triangle-that is, no additional critical points are con-
tained in its interior. Overall, we consider an isolated critical point
x of f contained strictly within a triangle. For a minimum (the max-
imum case is symmetric), isocontours at values slightly above f(x)
form closed loops within the triangle, as no other critical points are
present. As these contours expand, they must eventually intersect
an edge. Continuing to increase the value forces multiple intersec-
tions with the same edge, violating monotonicity (Fig. 2c).

For a saddle of f, the four contour branches expand outward
from x. In the absence of additional critical points within the trian-
gle, these branches must eventually intersect the triangle boundary.
Since a triangle has only three edges, at least two branches must in-
tersect the same edge, again violating monotonicity (Fig. 2d). [
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Figure 3: Pipeline overview. Our approach proceeds in four stages:
(1) sample points to achieve the desired density, ensuring all trian-
gles are sufficiently small; (2) insert additional vertices to resolve
non-monotonic edges; (3) update the positions of PL critical points;
and (4) refine the mesh by inserting vertices so that PL separatrices
better align with their implicit counterparts.

4 METHOD

We have just shown that with monotonic edges in a PL mesh,
no critical points in the PL mesh are spurious. To remove non-
monotonic edges, we employ a Delaunay refinement method.
These methods construct a mesh by initializing a sample of points,
and then iteratively inserting points until conditions are satisfied. At
each insertion, the mesh is updated so that it maintains the Delaunay
criteria. Delaunay refinement has a rich history that extends back to
work from Paul Chew [5]. Cheng et al.’s book [4] provides a much
more complete reference to many of the developments since. We
utilize CGAL’s implementation of the Delaunay triangulation [25].

Enforcing monotonicity in practice may require precise place-
ment of points. Instead, our refinement approach solves for ap-
proximate positions, with two separate applications of Newton’s
method. We use four stages of refinement, outlined in Fig. 3.

Density Sampling. Density sampling aims to have critical
points isolated using appropriately sized triangles. To identify the
desired density, we introduce a parameter R to control how densely
sampled the domain should be. Our algorithm works by either us-
ing a regular grid sampling or a Poisson disk sampling [2] to ensure
that triangles do not contain pairs of critical points within a distance
of 2R. For Poisson disk sampling, there is slightly more computa-
tional cost, but it can produce more variety in edge directions, lead-
ing to more directions to follow for separatrix tracing [16]. Note
that any sampling strategy can work as long as it ensures small
enough triangles (i.e., circumradius < R).

Monotonic Edges. Then, by Theorem 1, we know that having
only monotonic edges in the PL. mesh both removes spurious crit-
ical points and any missing critical points must be at least paired
within a triangle. Therefore, we want to adjust the mesh to form
monotonic edges so spurious critical points are removed and iso-
lated critical points are identified. To do this, we look at each edge
in the current mesh, and based on a length scale w, we sample
V f to detect non-monoticity. For an edge e, we sample uniformly
max(2, [HZ—”} + 1) times to at least sample the endpoints of the
edge and guarantee a sample rate < w. The edge is detected to
be non-monotonic when any two sample gradients, projected in the
direction of the edge, disagree in orientation. We then use a 1D
version of Newton’s method to approximate the location where ori-
entation of V f switches, and insert a new vertex to split the edge
into monotonic sections. Insertion will inevitably create new edges,
and so we repeat this process on each newly created edge.

To identify points to insert, we restrict f to a 1D domain param-
eterized by ¢ € [0, 1] for which x(¢), y(¢) interpolate between the
two endpoints of the edge. Let g(t) = f(x(t),y(t)) be this re-
striction. Applying the chain rule, the derivatives of g are: ¢'(t) =
Fo %2 4 1y 20" (6) = fan (%) 4 2L % + Fi (%)

Newton’s method is then applied in this 1D setting to refine the
parameter ¢ aiming to identify the point for which g’(¢) = 0. The
insertion of the points where g’(t) = 0 will typically correspond
to changes in gradient behavior. When non-monotonicity is not
detected, the gradient change occurs at a length smaller than w.



Critical Point Improvement. Due to edges being only ap-
proximately monotonic, the exact locations of critical points may
slightly differ between f and f . We again apply Newton’s method,
this time to locate critical points by solving for V f(x) = 0, yield-
ing a multivariate update

Xn+1 = Xpn — H(Xn)ilvf(x")v

where H(xy) is the Hessian matrix. This technique is applied to

all critical points of f to improve their positions.

Separatrix Refinement. When computing the separatrix lines
of f, we follow the edge or triangle of steepest ascent/descent
through the mesh [1]. However, these directions only approximate
the integral lines of f emanating from the saddles. We can improve
the separatrices of f by tracing and adding more samples around
these paths initialized around saddles. Each saddle has two ascend-
ing directions and two descending directions corresponding to the
eigenvectors of the Hessian matrix at that point. We begin by in-
serting points in the eigenvector directions as shown in the 4th step
of Fig. 3 and then tracing steepest paths. We use a parameter r
to adaptively adjust mesh density in regions near PL separatrices.
At each step on the path, all adjacent triangles are refined to have a
circumradius < r by iteratively inserting the circumcenters. Addi-
tionally, when following a steepest gradient through a triangle, the
point on the opposite edge is inserted and followed. The additional
points allow f ’s steepest directions to more closely align with f’s
integral lines in these regions.

5 EXPERIMENTS

The algorithm was implemented using Python and results visual-
ized using ParaView. The code is publicly available on GitHub at
https://github.com/finkentA/INR_MSC_Code.

5.1 Synthetic Function Test

To show our method’s ability to capture critical points and im-
prove separatrix geometry at higher resolutions (denser sampling),
we consider a synthetic function formed by summing together a
Griewank function and Gaussian over the range [—6, 6] x [—6, 6]:

2, .2 (15?00
flz,y) = %—cos(m).cos (%) +1+%.6—$
)

Since the Gaussian’s variance is relatively low, its critical point pair
around (1.5,0) may not be detected at lower resolutions. We ran
our method at 3 different resolutions by varying parameters as de-
scribed in Fig. 4. At the lowest resolution (Fig. 4a) the Gaussian
critical point is not detected, but it is captured at higher resolutions.
Additionally, we utilized the separatrix refinement sampling to im-
prove the separatrices in Fig. 4b to be similar to the higher reso-
lution ones in Fig. 4c showing a comparable topology, albeit with
4567 fewer vertices (-42%) in the resulting mesh.

5.2 INR Test Case

To demonstrate our goal of extracting topology from implicit neural
representations (INRs), we apply our method to a previously trained
INR on terrain data from [11]. For comparison, we first consider a
regular grid derived from the INR (of size 500 x 500 with diag-
onals from top left to bottom right). We then use a small amount
of persistence-based simplification (0.025%) to eliminate any spu-
rious critical points caused by meshing and not having monotonic
edges. The resulting critical points are interpreted as the salient fea-
tures that characterize the underlying topology of the INR. Notably,
the INR may also encode additional topological structures that are
either not captured by the uniform discretization or are removed
during simplification due to very low persistence. Figure 5 presents
the results of applying our method to this INR and simplified by the

(a) Low Resolution

(b) Medium, refined (c) High Resolution

Figure 4: Griewank and Gaussian dataset (Eq. (2)) sampled via
Poisson disk sampling (w = 0.1) at varying resolutions: (a)
R = 2.0 (502 points), (b) R = 1.0 with separatrix refinement
r = 0.15 (6,256 points), and (c) R = 0.1 (10,823 points). Ex-
tracted PL separatrices are shown in red (ascending) and blue (de-
scending), with the assumed ground truth overlaid in white.
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Figure 5: Implicit Terrain INR dataset [11] reconstructed using our
method. Parameters: Poisson disk sampling with R = 0.05 and
w = 0.001. Critical points from our method are shown as spheres,
while those from a uniform mesh (500 x 500 grid with consistent

diagonals) are shown as background squares. Both are simplified
using a 0.025% persistence threshold.

same amount, 0.025%, with the reference critical points marked as
background squares. Our approach successfully matches all refer-
ence critical points with a much smaller mesh (6,359 vertices).

6 DiscussIiON AND FUTURE WORK

Overall, we present a method aiming to construct a topologically
consistent PL. mesh from a 2D implicit function by detecting non-
monotonicity along mesh edges. This approach is particularly well
suited to INRs, enabling reliable topology extraction and supporting
the analysis of topology preservation during training.

Our formulation does not address boundary critical points, as
these do not correspond to true critical points of the underlying
continuous function (i.e., where the gradient vanishes). A further
limitation is the restriction to 2D; extending the framework to 3D is
an important direction for future work. Parameter selection can also
be challenging when the function is not explicitly known. However,
the observed stability of topological features across resolutions sug-
gests an effective iterative strategy, where parameters are progres-
sively refined to uncover previously unresolved features.

The primary computational cost of our method stems from re-
peated evaluations of the INR and its derivatives. Unlike the naive
approach, which evaluates only the function value at each vertex,
our method repeatedly evaluates the function and its derivatives
along mesh edges to detect and resolve monotonicity violations.
Consequently, although the resulting mesh is typically sparser, it
requires substantially more INR evaluations to determine point
placements that better satisfy the desired topological guarantees.
While batched evaluations and query caching can partially miti-
gate this overhead, inherently iterative procedures—such as New-
ton’s method and the repeated verification of newly formed edges
during refinement—remain computationally expensive. Additional
overhead arises from constructing the Delaunay triangulation, but
this representation enables a wide range of downstream mesh-based
analyses. Future work includes improving the efficiency of separa-
trix refinement, extending the approach beyond scalar fields, and
incorporating additional information from the continuous function
to recover richer topological structure.


https://github.com/finkentA/INR_MSC_Code
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